
Composition in Internet-of-Things using Unikernels
Pradeep Kishore Gowda

Indiana University-Purdue University Indianapolis
Indianapolis, USA
pgowda@iupui.edu

Abstract—This paper describes the concept of uninkernel op-
erating systems in the context of Internet of things and cloud
computing. First, the growth, challenges and opportunities pre-
sented by internet of things and cloud computing, and a review of
the factors influencing the development of unikernels as a class
of specialised operating systems is provided. We then propose
a framework for composing unikernels to provide dynamically
configurable systems at build time as well as run time.

Index Terms—unikernels; operating systems; internet of things;
service composition; cloud computing.

I. INTRODUCTION

The rest of the paper is organised as follows: Unikernels are
described in Section 2, Internet of things is discussed in section
3, and Section 4 looks at different ways composition can be
achieved. Composability is described in Section 5 and Section
6 describes a framework to use Unikernels to build dynamically
composable systems to provide microservices in both internet
of things and cloud computing settings.

II. UNIKERNELS

Historically, multi user operating systems came into being
because hardware was expensive and thus had to be shared
between multiple users. As machines became more powerful,
the ability to run operating system on top of host operating
systems using virtual machines [1] became the popular way to
run virtualize operating systems for different uses on the same
base hardware.

Operating system virtualisation, and the popular use of hyper-
visors to virtualize popular operating systems has made the
multi user operating system less important than the pressing
operational matters such as efficiency, safety and robustness
[2] of the applications.

While operating system virtualization is useful, it adds another
layer to the technology stack and further removes the appli-
cation and more importantly, the developer from the actual
hardware. A lof of these intermediary layers were added over
time (eg: disk standards from 1980s that are now obsolete), and
kept there for backward compatiblity and more likely inertia
[3].

There has been an increased efort to break up operating systems
to smaller, manageable pieces to make sharing of service
components by guests configurable and auditable, making
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Fig. 1. Compare the software layers in virtual machine appliances vs a
unikernel’s (MirageOS) stand-alone kernel compilation approach

exposure to risk explicit, and access to the hypervisor is
restricted to the least privilege required for each component
[4].

A. What is a Unikernel

Unikernels [5], [6] are a new approach to developing and
deploying single-pupose appliances that are compile-time
specialised into standalone kernels, and sealed against modi-
fications when deployed to the target platform. The actual
application is compiled with the OS and deployed as a
single-purpose system. They are built by compiling high-
level languages along with the run time configuration directly
into machine images that can run directly on bare metal, or
hypervisors.

Unikernels offer significant reduction in virtual image size,
improve efficiency and security, and help reduce operation
costs.

The unikernel approach builds on the ideas brought forward
by library OSs [7] (e.g.: Drawbridge by Microsoft).

The idea of a small, application specific operating system is
not new, previous work on exokernels [8] has tried to bring
out the cost associated with general purpose operating systems.
However, by targeting standard hypervisor instead of hardware,
unikernels avaoid the problems encountered by traditional
library OSs like Exokernels and library OSs.

B. Different Unikernel implmentations

1) Mirage OS: Mirage OS is a library operating system written
in OCaml programming langauge that provides the driver
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Fig. 2. Unikernels

functionality required for cloud operating systems in that
language. The build system compiles the code into unikernels
that run on commodity clouds. The main claim of this unikernel
system is that it combined static type-safety afforded by OCaml
langauge with a single address-space layout that be made
immutable.

By making the configuration decisions explicit and pro-
grammable in a host language, MirageOS avoids the need
to edit disparate configuration formats at run time. By the
virtue of using a single programming language for application
development and configuration, the entire system can be
statically analysed and optimisations can be applied, resulting
in a big reduction in effort needed to configure complex multi-
service application VMs.

Comaptiblity with external systems is achieved via standard
network protocols such as TCP/IP, instead of attempting to
support POSIX or similar application construction standards.

Benchmark implementations of standard cloud applications
has shown impressive speed gains while reducing the virtual
machine image by orders of magnitde. For instance, the
MirageOS BIND 9 DNS server at 200KB outperformed a
traditional VM image(400MB) by 45%.

MirageOS unikernels are compact enough to boot and respond
to network traffic in real time. Mirage boots in under 50
milliseconds, which makes an intriguing platform to develop
cloud applications that need horizontal scaling on-demand.

2) Jitsu: Inspired by the success of MirageOS in developing
low-latency, very small system images, the developers of
MirageOS developed Jitsu[6] – a system for securely managing
multi-tenant networked applications on networked embedded
systems. Jitsu rearchitected the underlying Xen virtulisation
toolstack to lower the resouce overheads to fit the embedded
scenario.

Embedded systems are often power-constrained, require soft
real time performance and are designed around a monolithic
firmware model that force whole-system upgrades. General
purpose virtual machines do not meet many of these require-
ments.
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Fig. 3. In the above case, rump kernels provide the support necessary for
running applications without requiring a full OS

Using the MirageOS OCaml libraries as the basis for develop-
ment, Jitsu developers were able to develop various network
services such as directory service, web server while achieving
very good results in terms of throughput, power usage, service
startup latency and security.

3) Rump kernel: Rump kernel by Anttee Kanttee [9] enables
the developer to build the software stack while providing the
most of the driver-like components such as POSIX, PCI device
drivers, TCP/IP and SCSI protocols stacks. The developer using
this stack bring their application source code. During the build
process, the application code is compiled with the operating
system drivers. The output of the build system is a single binary
disk image which can then be deployed on a cloud provider
using a hypervisor manager like Xen.

4) IncludeOS: IncludeOS [10] is a minimal, service oriented,
library operating system specifically designed for cloud services.
This library OS is written in C++. As bootable image consisting
of a DNS server and the Operating system components required
to make the application work have been built under 158kB.

5) ClickOS: Hardware based network appliances (sometimes
called middleboxes) are very popular [11]. The middleboxes
support a diverse set of functions ranging from firewalls,
intrusion detection system, rate limiters and load balancers,
caches and proxies. However, they tend to be costly, difficult to
manage and their functionality is very difficult to change. The
recent trend is towards network function virtualization (NFV)
which turn these middleboxes into software-based, virtual
entities. Researchers have found that, in enterprise networks
a large number of middlebox deployments (upto 90%) doing
network processing can be outsourced as a cloud service with
very little performance penalty (1.1ms additional latency) [12].

ClickOS proposes a new network function virtualization based
operating system platform. ClickOS virtual machines are small



(5MB), boot quickly (30ms), and little delay (45 ms) and over
one hundred of them can be run on a single commodity server
while saturating a 10Gb network pipe. [13]. ClickOS has shown
that it can handle millions of packets per second.

NFV platforms, by design, must support multi-tenancy to be
able run software from both the operator of the service as well
as potentially untrusted third parties. They must be able to
accomodate a wide range of OSes, APIs and software packages.
A key observation made by the developers of ClickOS is that
developing middleboxes over popular, open source, and general
purpose operating system such as Linux is a complex task.
Moreover, middleboxes require very little OS functionality
beyong the network connectivity. The authors identified the
following as the core requirements for a NFV that can perform
a wide range of middlebox processing:

• Driver support to be able to handle different types of
network interfaces

• Basic memory management to allocate data structures
• A scheduler that can switch between running click nodes

and servicing interrupts fron network interface cards.

6) Erlang on Xen: Erlang [14] is a concurrent programming
language designed for programming large-scale distributed soft
real-time control applications. Erlang has a virtual machine
called BEAM similar to Java virtual machine (JVM).

Erlang on Xen is a compatible Erlang VM capable of running
as Xen guest OS. With this customised VM, applications can
written in a BEAM compatible language, typically Erlang,
which have a typical startup time less than 100 milliseconds.
This startup latency is 100-1000 times lower than that of typical
Linux virtual machine. The image sizes are also much smaller
(1MB) compared to 100MB of a lean Linux virtual mahcine.

7) HalVM: Haskell Lightweight Virtual Machine (HalVM) is
a port of the Glasgow Haskell Compiler (GHC) toolsuite. With
HalVM, developers can write applications that compile down
to lightweight virtual machines that can directly on the Xen
hypervisor.

8) OSv: OSv is another open source operating system designed
specifically for the cloud. OSv has a single address space. This
means that OSv does not switch mappings when the processor
stops running one process and starts running another. Similar
to other unikernel designs, OSv does not maintain different
permissions for the application and kernel.

The virtual machine images for OSv based appliances are small,
often adding about 12-20MB to the application itself.

Standard cloud applications can be compiled with little or no
change to run as OSv appliances. Typical examples are: redis -
key-value datastructure server; Cassandra - a full-scale NoSQL
database; memcached - a popular in-memory key store.

TABLE I
UNIKERNEL IMPLEMENTATIONS

Unikernel Language Target
Mirage OCaml Xen, POSIX, WWW/js
OSv C Xen, KVM
Rumpkernel C Xen, Linux Kernel, POSIX
ClickOS C++ Xen

C. Unikernel applications

From the above implementation examples, we see that uniker-
nels provide a number of benefits [15] over traditional VMs
in a cloud setting as well as on a bare-metal configuration:

• Smaller footprint
• Improved security
• Fine grained optimisation
• Fast boot times

Unikernels have been used for a wide ranging applications –
database servers, network services, custom web applications,
and network middleboxes.

III. INTERNET OF THINGS

The desire to create human-to-human interface through tech-
nology and research is now a few decades old. Mark Weiser, a
leading figure in the field of Ubiquitous computing defined a
“smart environment” [16] as “the physical world that is richly
and invisibly interwoven with sensors, actuators, displays and
computational elements, embedded seamlessly in the everyday
objects of our lives, and connected through a continuous
network.” This research vision is being realised with vast
improvements in low energy microprocessor, and wireless
technology, smart materials and omnipresent reach of the
internet.

Internet of Things is a new paradigm that has taken the
aspirations of ubiquitous computing to a new level in which a
variety of things and objects - such as RFID, sensors, actuators,
mobile devices - are connected to each other [17] and are
able to interact their neighbours to provide useful services
and reach common goals. IoT has the promise of turning any
physical object into a digital data product. When a sensor is
attached to physical object, it emits data about the usage, and
location; connected devices can be made to respond to the
phyical surroundings (location), environmental conditions (eg:
temperature, elevation), presence of other connected devices
(augmented services). When these devices are connected to the
internet, they can report the observed data to remote servers and
download new algorithms, rulesets and behaviours to enhance
their functionality. Another promise of these connnected devices
is that they can be upgraded in the field thus keeping enhancing
their value even after they leave the factory.

Internet of Things is a wide field with application verticals cre-
ating deep impact in Home automation, security, automobiles,
healhcare and industrial internet. Many new verticals such as



wearables, fitness tracking, autonomous vehicles, Unmanned
Arial Vehicles (UAV) have come into existance riding on the
emergence of interconnected things.

The need to service these applications has given rise to
many software and middleware platforms in the areas of data
connectivity, big data, virtual reality and sensor networks [18].

The ever increasing amount of data collected by these sensors
has to be stored, analyized and augmented back into things to
make them more valuable to the users. This has accelerated
the speed at which many of the back-end storage technologies,
networking technologies are growing. This has also drastically
altered the developer landscape by introducing completely new
development platforms like mobile application development
and big data engineering that were non-existant even a decade
ago.

IV. CLOUD COMPUTING

Cloud computing has made heavy use operating system
virtualisation to deliver applications as services over the internet,
as well as hardware and system software from centralised data
centers [19].

It is a common operational method for cloud hosting users
to build and use single-purpose images. Every VM hosts a
copy of the operating system on which the application runs.
Each VM is specialised to a particular role, e.g., a database,
a webserver. Scaling out a particular role involves deploying
cloned copies of the virtual machine.

However, the ready availability of cheap and readily available
cloud computing has also lead to increases in security related
incidents suffered by cloud computing users. Vulnerabilities
like Heartbleed [[20] render any and all public facing instances
open to malicous attacks. In this light, it becomes important
to reduce the surface area exposed to potential attacks.

One of the main economic drivers of data centers and hence
cloud computing is energy efficiency. Cloud computing resource
utilisation is not normally distributed. Cloud service utilisation
is often spiky yet service level requirements are very demanding.
This results a significant portion of data centers being uder
utilized [? ].

Large cloud hosting services like Google Compute Engine
have been able offer these under utilized computing power to
users as “Preemptible Virtual machines” [21]. These are highly
affordable, short-lived instances that are suitable for short lived
batch-jobs and fault-tolerant workloads.

To make use of such a system, unikernels are a good choice
because they are custom built to take advantage of the
computing resouces avaialble; they are small enough not to
impose penalties associated with moving large virtual machine
images across the network. Coupled with network storage (eg:
Amazon S3, Google cloud storage), the short lived unikernels
can “play the market” to get most computing resources for the
money.

A. Security

The number of devices that are connected to the internet is
growing under the commercial push to get more networked
“smart” devices into the hands of the consumers. The devices
range from “smart” lights (e.g: Philips Hue) that respond to
network commands and presence of humans in the vicinity to
smart HVAC controllers that keep the ambient temperature and
humidity that are learned based on the past behaviour of the
occupants of the house (e.g: Google Nest). There is huge swath
of such devices that have very poor security qualities – they
use libraries that have known security vulnerabilities, they ship
with default authentication tokens, they can be commanded
over plain HTTP which is easy to evesdrop [22], [23]. And in
many cases, these devices do not have any mechanism to get
updates once they leave the factory, and even if they have a
mechanism to upgrade, it is often difficult for the regular user
to carry out the instructions.

V. COMPOSABILITY

Building software in a distributed, connected environment in
which systems exhibit high degree of environmental variability
is a challenging endeavour. In cloud and IoT settings, the
efficiency of resource usage, safety, security, privacy of the
users and robustness are some of the goals that are in conflict
with modularity, reusability and flexibility – which are the
concerns of the developer [2].

It is with this background it is important to consider the various
web services composition models have been proposed [24], to
compose to provide complicated features using mature web
technologies.

The use of service interface definition languages like WSDL
have provided a foundation for interoperability between web
services.

Often it is the case that a web service does not provide the
requested service on it’s own but depends on other web service
that it can reach and call upon to perform parts of the service.

From the above examples of unikernels, we see a model of self-
sufficient, self-contained, feature-complete services emerging
as the primary driver. The recent push towards microservices
can be applied as a composition model for in a similar fashion
to web service models.

A. Microservices

While historically composibility has come to refer to reusing
components with well defined interfaces, often using the
same language/platform. WWW based protocols (HTTP) have
become the de-facto channels for interaction large variety of
commercial services. The simplicity and language/platform
neutral nature of the simple HTTP based protocol has accom-
plished what more sophisticated protocols like CORBA have
failed to accomplish – wide-spread adoption.



In recent days “Microservice Architecture” is used to describe
a particular way of designing software applications as suites
of independently deployable services. Micro services share
certain common characteristics around code and programmer
team organization, business capability, automated deployment,
intelligence in the endpoints, and decentralized control of
languages and data [25].

Some principles of microservices are:

• loosely coupled
• self-execution monitoring by each service
• loosely coupled
• multiple version of the same service acceptable
• publish “interesting” stuff even when there is no require-

ment.

Lewis et. al [26] define microservices as “Tiny applications,
communicating via web’s uniform interface with single re-
spoinsibilities and installed as well behaved operating system
services”. This is rooted in the Unix philosophy as summarised
by Doug McIlroy [27][28] as “This is the Unix philosophy:
Write programs that do one thing and do it well. Write programs
to work together. Write programs to handle text streams,
because that is a universal interface.”.

Microservices interact via the uniform interface over HTTP,
and use standard media types.

Microservices favour service choreography over orchestration.

Dropwizard [29] is a Java meta-framework that pulls together
well known Java frameworks to provide developers with a
toolkit to develop microservices. This approach may lack cohe-
siveness of a monolithic application development introducing
variations in operational behaviour (eg: configuration scripts,
logging locations etc.,), [30] but divides the deliverables along
the lines of system capabilities.

Microservice also helps in reducing the cross-functional team
dependencies by encouraging development teams to take
ownership of the “full stack” and continue to develop at a pace
comfortable to the velocity of the team in multiple workstreams
[26].

At the operational level, not all parts of a large application are
equally. Some parts require high thoughput in both transactional
and batch mode operations; Some parts are required to be highly
fault tolerant and available for many “9s”.

Breaking up microservices in ways that support operational
monitoring in production is another reason to have microser-
vices.

In [31], the author suggest that the advantage of services over
components is that, services are independently deployable.

It is useful to think of unikernels as microservices so that we
can apply the notion of composibility to provide complicated
features from aggregating unikernels at build time and runtime.
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Fig. 4. Micro services architecture

B. Composition at build time

The work of Anttee Kantee [32] in the area of providing
UNIX (NetBSD) kernel drivers as portable components has
allowed the creation of light weight unikernels that run a wide
variety [33] of unmodified applications. Rump kernels are
constructed out components. The kernel drivers are first built
for target architecture as libraries, and the final run-time image
is constructed by linking these component libraries in addition
to the application, that controls the operation of the drivers.

We can think of custom built unikernels such as Rumpkernels
as a microservice that often does “one thing well” at a larger
scope, say a database or a web application.

C. Dynamic composition

In service oriented architectures, service composition is
achieved through a centralised controller – this approach is
called service orchestration where the mediator has the special
role of controlling the execution of other services participating
in the composition. Service composition achieved in a decen-
tralised manner without the use of a centralised controller is
called service choreography. Here, every participating service
can execute composite service in a peer-to-peer fashion [34].

Thre have been efforts to use Service Oriented Architectures
(SOA) [35] and Representation State Transfer (REST) [36]
techniques to integrate IoT smart objects. With the emergence
of IPv6, it is now possible to equip every node in a IoT network
with a unique IP address.

With unikernels like Jitsu[6][37], Erlang on Xen[38] it is now
possible to boot unikernel virtual machines on demand.

Let us consider a a typical website as an inverted tree with
the various sub-urls (e.g: /api, /auth) as the nodes. With on-
demand unikernels like Jitsu and Erlang-on-Xen it is possible
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to construct trees of any depth and width to provide that were
not known at the build time of invididual unikernels.

VI. A FRAMEWORK TO COMPOSE UNIKERNELS

We have seen that IoT and Cloud systems have very strong
symbiotic relation with each other. Internet of things take
computing, sensing and communicating with human being and
the envionments to places that were previously not possible.
However, the limitations imposed by energy consumption, cost,
and size limit what IoT things can do inspite of spectacular
growth in computing power and network reach. Cloud systems
add, augment and enhance the capabilities of most IoT systems,
for very few things are an island to themselves.

We feel that unikernels fit in both paradigms well. Unikernels
bring – enhanced security, reduce attack surface area, improved
development cycle via the adoption of microservices driven
development, reduced energy usage.

Xen is a virtual machine monitor which allows multiple
commodity operating systems to share conventional (“off the
shelf”) hardware in a safe and resource managed fashion, with
very little perfomance penalty [39].

Unikernels such as MirageOS [40] have leveraged the virtual-
ization capabilities of the Xen platform to host unikernels in a
cloud hosting environment.

The recent improvements in the low-power, yet desktop-like
performance characterstics of ARM family of processors have
made it possible to run Xen on not just server class machines,
but also on consumer grade, IoT-size devices [41].

Xen has also found particular research interest in the area of
desktop virualisation with specific application of using virtual
environments to provide isolation between various applications
as seen in Qubes OS [42]. Qubes OS provides a roadmap for
using Xen as base layer on which Unikernels can be deployed
to achieve dynamic composition of features.
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As we can see from the Qubes OS architecture, virtual machines
are the building blocks of the system. Under Qubes OS, the
guest virtual machines can be of two types – system VMs - that
provide system wide services such as storage “domain” and
network domain or user applications such as browsers, email
clients etc. The hosted virtual machines share the networking
and storage among them while still being completely isolated
from each other. The various AppVMs are managed through
the administration domain.

Thomand Leonard et. al [43] have shown that the concept
of isolated AppVMs and shared SystemVM can be used
successfully used with both types of VMs replaced with
unikernels to provide a more secure and light weight system.

“kv store” unikernel

web server unikernel Firewall Unikernel
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Fig. 7. A composite unikernel appliance

VII. CONCLUSION

Unikernels are powerful new tools for composing highly
customised, task oriented software at build time as well as run



time to address many issues faced by Internet of Things and
Cloud computing domains.

The term unikernel covers a wide variety of approaches to
construct complete, standalone applications by aggressively
removing cruft that has accumulated in the area of multi-user
operating system and forces the developers of software to
address the core utility of the software being developed. This
application-first view of developing and deploying software
while relegating operating system to a supporting role has
huge potential in improving the confidence with which secure,
simple, composable software can be developed for the IoT and
cloud uses.
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